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Motvation: Sequence-based Problems 1s Everywhere ...
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[1]. Girdhar, Rohit, et al. "Video action transformer network." Proceedings of the IEEE /CVF Conference on Computer Vision and Pattern Recognition. 2019.
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Attention 1s All You Need!

Passage Sentence

In meteorology, precipitation is any
product of the condensation of
atmospheric water vapor that falls
under gravity.

'Question
What causes precipitation to fall?

Answer Candidate

gravity

- &b | Howareyou? |

Great.
Semantically -
Different
= 8 [Hwoldse‘-you?- ]
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[1]. https:/ / paperswithcode.com/sota/question-answering-on-squad20-dev

[2]. https:/ / paperswithcode.com/sota/semantic-textual-similarity-on-mrpc
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Optimized BCRT Pretraining
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SMART: Robust and Efficient
Fine-Tuning for Pre-trained
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https://paperswithcode.com/sota/question-answering-on-squad20-dev
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Challenge #1. Long Turnaround Time

Encoder

T

Encoder

T

Encoder

T

Encoder

T

Encoder

T

Encoder

!
[ Input ]

Model workflow

— LayerNorm

T

Linear Transform

!

Activation

T

Linear Transform

!

> LayerNorm

Self-attention
(? ...............................
_ Input ]

Encoder workflow

’
’
’
’
’
’
’
’
’
’
’
e T
H .
- -
- -

Linear Transform
|
MatMul
Softmax
T

Masking
T

Scale
T

MatMul
TQ TKZ Vv

Linear Transform

Self-attention workflow

T8 STEVENS

i
TTTTTTTTTT f TECHNOLOGY
||||||||||||||||||||||| »




Challenge #1. Long Turnaround Time

+414.9ms +414.95ms +415ms +415.05ms +415.1ms +415.15ms +415.2ms +415
N B I A | I

| |
Self-attention MLP
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[1]. https:/ / github.com /NVIDIA / TensorRT / tree / master /demo /BERT @E WSSTTTI:EXRIXQ
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https://github.com/NVIDIA/TensorRT/tree/master/demo/BERT

Challenge #2. Gigantic model size
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Kernels are not free
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T'hink seli-attention as a primitive

Linear Transform
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T'hink self-attention as a primitive
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Compute the self-attention on-the-fly

| 7 . W1
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Latency (us)

5z

Evaluate on-the-fly-attention

O TensorRT BERT base E.T. BERT base
& TensorRT Transformer E.T. Transformer BERT base:

e Model Size: 768

e Number of heads: 12

®

Transformer:
64 80 96 112 128 144 160 176 192 208 224 240 256 * Model Size: 800
Sequence Length e Number of heads: 4
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Pruning makes the model small

Pruning
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Dense Sparse
4 3 6 9 Pruning 0 0 6 O
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Using emerging hardware

e ————

>

[1]. https:/ /www.amd.com/en/technologies /cdna
[2]. https:/ /www.nvidia.com /en-us/data-center / tensor-cores

All-New Matrix Core Technology for HPC and Al

Powered by the all-new Matrix Core technology, this powerful engine delivers nearly 3.5x
performance boost for HPC (FP32 matrix) and nearly 7x for Al (FP16) workloads compared to the
prior generation AMD data center GPU.?

¢ All-New FP32 and
FP16 Matrix Core Technology

& BFloat16 operations for Al

& Enhar
opera'

VOLTA TENSOR
CORES

First Generation

Designed specifically for deep learning,

the first-generation Tensor Cores in
NVIDIA Volta™ deliver groundbreaking
performance with mixed-precision matrix
multiply in FP16 and FP32—up to 12X
higher peak teraFLOPS (TFLOPS) for
training and 6X higher peak TFLOPS for
inference over NVIDIA Pascal. This key
capability enables Volta to deliver 3X
performance speedups in training and
inference over Pascal.
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https://www.amd.com/en/technologies/cdna
https://www.nvidia.com/en-us/data-center/tensor-cores
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Performance gain from pruning

* Row-pruning & Column-pruning O Tensor-tile-pruning
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Efficient computing on sparse models

Irregular Row Column Tensor-tile
0 0 6 O 4 3 6 9 4 0 6 O 0O 0 6 9
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Attention-aware pruning
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Evaluate pruning algorithms
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2.2

Compare with state-of-the-art

1+ TensorRT “* FasterTransformer O QurE.T.
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Conclusion

* We design a novel self-attention architecture with 2.5x speedup compared

with TensorRT

“ We introducing tensor-tile pruning algorithms and model-aware pruning.

+ E.T. 1s avaliable at:
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Thank You & Questions?



